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Abstract

We present a novel method for matching ground-based
query images to a georeferenced LIDAR 3D dataset ac-
quired from an airborne platform in urban environments.
We are addressing two main technical challenges: (i) dif-
ferent modalities between the query and the reference data
(electro-optical vs. LIDAR) that impose unique challenges
to the matching problem ; (ii) very different viewing direc-
tions from which the query, respectively the LIDAR data
were acquired. We make two main technical contributions
in this paper. First, we present a method for automatically
extracting features from LIDAR data that largely remain in-
variant to the projection in a 2D image and thus allow ro-
bust matching across modalities and change in viewpoint.
Second, we describe a matching technique that finds the
best 3D pose that relates the query input image to a ren-
dered image of the 3D models. We present results of match-
ing images to high-resolution LIDAR data covering five
square kilometers over a city that demonstrate the power
of the matching method proposed.

1. Introduction
We present a novel technique for matching query images

acquired from ground locations to a georeferenced dataset
consisting of 3D points acquired by an airborne LIDAR sen-
sor, as illustrated in Fig. 1. Finding the location of images,
or geotagging, has been been a very active research area
given the emergence of large image collections available on
online photo-sharing websites such as Flickr or Panoramio.
Most of the existing research on image matching employed
invariant features such as SIFT or SURF to characterize im-
age regions. These features have a limited capture range,
thus the matching requires georeferenced images with sim-
ilar viewpoints to the query. See [10] for a recent survey on
geotagging research.

In many situations, however, collecting images and any
other reference data for the purpose of geotagging from the
ground can be relatively slow, since a collection vehicle

Figure 1. Matching of a query image (left) to a georeferenced LI-
DAR dataset (right). The LIDAR 3D point cloud is colored based
on height. Only a small portion from the whole dataset is shown.

must be driven around the city. Ad-hoc collections obtained
from Flickr have a very spotty coverage in most areas and
a high density only in areas frequently accessed by tourists,
for example.

Aerial collects of reference data can alleviate some of
these concerns, since a much larger area can be covered
more quickly, at relatively high resolutions. On the other
hand, matching ground-based imagery to airborne data
poses significant technical challenges compared to tradi-
tional image matching techniques due to the drastic view-
point change.

Instead of using reference imagery, in this paper we in-
vestigate the use of 3D data acquired using an airborne LI-
DAR sensor. LIDAR presents some advantages over other
passive sensors (EO/IR) since it senses the world directly
in 3D. Modern airborne platforms can acquire 3D data over
large areas (hundreds and thousands of square kilometers)
in a matter of days and at a relatively high resolution ranging
from 0.2 to 1.0 m ground sampling distance (GSD). Con-
straints in the flight path of the platform (altitude, etc.) lead
to very small number of points being sampled from verti-
cal surfaces due to occlusions. Therefore, in case of build-
ings or other solid objects, only the roofs are sampled with
enough density of points, leaving vertical surfaces to be in-
ferred from the data. We have employed only the 3D points,
since the LIDAR intensity channel isn’t always available for
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all the collects.
Using LIDAR reference data provides some advantages

over ortho-rectified or oblique imagery since the 3D in-
formation about the area is preserved and certain spurious
objects such as vegetation and other types of clutter can
be more easily classified and removed using 3D data. On
the other hand, matching imagery to airborne LIDAR must
address the different modalities and handle the change in
viewpoint. Using imagery to recover 3D using stereo meth-
ods can provide potentially accurate textured 3D data, how-
ever it requires larger processing times for recovery of 3D
information and the uniformity of 3D point clouds obtained
is not guaranteed due to lack of texture and detail in large
regions such as roofs, etc.

1.1. Overview of the Approach

For urban environments we notice that the roof outlines
and façade discontinuities provide robust features that can
be matched against similar features extracted from the im-
age. Buildings, as static objects, offer potentially good fea-
tures to match against similar features in a query image. The
first stage of our feature extraction algorithm from LIDAR
data consists of processing the raw 3D point cloud to seg-
ment ground, building roofs and other clutter regions (rest
of the points). The roofs are grouped into buildings and fit
with polyhedral water-tight models. The result of this step
is shown in Fig. 3.

We address the change in viewpoint by rendering the 3D
data together with the roof and façade discontinuities from
ground locations. From Fig. 2 it can be seen that using
rendering of the 3D models and features, the boundaries of
buildings computed from LIDAR can provide good features
that allow matching the query to the reference data. The
feature extraction from LIDAR will be discussed in depth
in Section 3.

The second stage of the algorithm is to match query
building outlines against the rendered building outlines
from the LIDAR. In this paper we have assumed that the
building outlines for the query image are manually anno-
tated. The annotation process can be done quickly and
offers more reliable features compared to using automatic
edge detection. The matching approach we have employed
is discussed in Section 4. Finally, in Section 5 we demon-
strate our method by using a georeferenced LIDAR dataset
and image queries selected at randomly from a city using a
camera with GPS to allow evaluation of the matching and
localization performance.

2. Related Work
A recent survey of image geotagging techniques pro-

posed in the computer vision and the multimedia commu-
nities can be found in [10]. A class of approaches for geo-
tagging such as [13, 17, 9, 4, 6] employ invariant descrip-

Figure 2. Example of 3D models automatically extracted from
LIDAR data. On each 3D model the vertical edges corresponding
to façade discontinuities and the horizontal outlines are shown as
colored line segments.

(a) (b)

Figure 3. (a) A query input image; (b) A rendered view of the
reference LIDAR data from a viewpoint similar to the one from
which image (a) was acquired.

tors such as SIFT to characterize the image regions. The
reference image features are organized in indexes for rapid,
sublinear search using fast nearest-neighbor computation.
Geometric constraints between the query and the images
retrieved using the rapid search are finally enforced for re-
turning the best set of location candidates. To speed up the
search and handle databases of millions of images, Frahm
et al. [5] employ GPUs.

In [2] the authors present a method for matching ground-
based images to oblique, aerial reference data based on
self-similarity features to characterize building façade tex-
tures and demonstrated tolerance to large viewpoint change.
Baboud et al. [1] presented a method for matching pho-
tographs against a digital elevation model (DEM) terrain
database, by extracting ridges from the DEM data and ren-
dering them from candidate query locations. The rendered
ridges are then matched against an edge map extracted in
the query. The method assumed known 3D location, mostly
mountainous areas that is rich in ridge information and was
demonstrated for images with large fields of view. Re-
cently, Russel et al. [12] addressed matching of architectural
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paintings to 3D textured models obtained from multi-view
stereo.

Most LIDAR based segmentation algorithms classify the
input 3D points into ground, clutter and building regions us-
ing local surface estimation followed by region growing by
recursively group neighboring voxels that have similar local
surface estimates [15, 11, 8, 16]. In [14] grammars are used
to organize roofs for high-level recognition tasks in urban
environments. Lafarge and Mallet [7] employ various geo-
metric primitives to model 3D buildings from unstructured
3D point clouds.

3. Feature Extraction from LIDAR Data
We discuss next the processing of the unstructured 3D

point clouds to derive features that can be matched against
an image query. Unlike research for building 3D models
from unstructured point-clouds, our specific goal here is to
calculate roof outlines and infer reliable vertical façade dis-
continuities in the absence of 3D hits on the vertical sur-
faces. For parallel processing, the 3D point clouds are or-
ganized into geographic tiles using the MGRS convention.
To ensure that no boundary effects occur during process-
ing we are adding a padding region around each tile during
the feature extraction. The methods described next assume
processing an individual tile.

3.1. LIDAR Segmentation

We segment the 3D points into three classes: ground,
planar regions and clutter (e.g., vegetation). We first clas-
sify the ground from the nonground points. We run a MIN
filter with a small radius (2 m) and retain only the points that
have the minimum height within the radius. We voxelize the
remaining 3D points and at each 3D filled voxel we estimate
the scatter of the 3D measurements at multiple spatial scales
Ri. For ground segmentation we use relatively large voxels
with 1m sides. Assuming that λ0,i ≥ λ1,i ≥ λ2,i are the
eigenvalues of the scatter Ci computed at a radiusRi, we se-
lect the scale Rj that minimizes the ratio j = argi λ2,i/λ1,i
at that particular voxel. A voxel Vi is classified as planar
when λ2,i/λ1,i ≤ 0.1 and λ1,i/λ0,i > 0.05. The local pla-
nar surface estimate (or surfel) at Vi, (oi,ni) is found by
the Total Least Square (TLS) method (the normal ni is as-
sumed norm one and pointing up. For planar voxels Vi we
compute a slope measure

si = min
pk,‖pk−oi‖≤ρ

(pk − oi)>nk/‖pk − oi‖ , (1)

where pk are 3D points within distance ρ = 5m from
the centroid oi. At voxels Vk having their slope measure
sk < α, with α = cos(20◦) we start a connected com-
ponent processes based on the similarity measure between
two surfels from [11]. Any voxels Vu that are within the
same connected component with Vk and within distance L

are masked out as non-ground. The remaining voxels Vj
have a high probability of being on the ground and used
to seed connected component region growing using planar
voxels to obtain ground regions. Note that voxels classified
as nonground can be reclassified as ground if they belong to
a newly defined connected component started from a seed
location. A hole-free digital terrain model (DTM) is ob-
tained from the disjoint ground patches. The DTM is used
to classify the 3D points into ground and nonground. We
retain only nonground points that are at least 2 m above the
ground.

For the nonground points we proceed similarly with the
ground segmentation by computing surfels and the group-
ing them into regions using connected component region
growing [16]. A surfel can belong to only one region. Sur-
fels that have orientation close to the vertical are eliminated.
Regions that are too small are eliminated as unreliable. 3D
points that are not close to any region are labeled as clutter.
Finally, for each region Rj we use the ball-pivoting algo-
rithm [3] to extract the boundaries of, possibly, nonconvex
regions. Each boundary contains a number of 3D points pi
that are sorted in counter clockwise order. The LIDAR seg-
mentation processing described in this Section is illustrated
in Fig. 4.

3.2. Roof Outline and Vertical Build Seams Detec-
tion

Each segmented roof region Rj contains 3D points that
belong to local surfaces with similar orientations. Since
the sides of buildings are not visible, our goal is to infer
locations on the boundary curves that correspond to dis-
continuities in the corresponding façade orientation. High-
curvature points (or knot-points) on a region boundary will
correspond to a façade discontinuity. Notice that true orien-
tation discontinuities occur only for exterior of buildings.

We project all the roof regions 3D points onto the hori-
zontal surface and group regions into buildings Bi = {Rji}
based on their relative proximity. We determine a sparse
connectivity matrix Γ of all the regions. An entry Γ(i, j)
into this matrix means that regions Ri and Rj are con-
nected. For any two regions Ri and Rj we compute the
common 2D boundary support: for each point pk ∈ Ri we
compute the closest point pl =∈ Rj . The points pk satis-
fying ‖pk − pl‖ ≤ 1m are grouped into contiguous edgels.
The length of the edgels L′(Ri,Rj) denotes the amount of
boundary in region Ri that is close to Rj . We make the
measure symmetric by defining

L(Ri,Rj) = L(Rj ,Ri) = min{L′(Ri,Rj), L′(Rj ,Ri)} .
(2)

RegionsRi andRj are connected only when L(Ri,Rj) >
τ . We have used τ = 5m in our experiments. We partition
the matrix Γ into connected components (buildings) using a
greedy assignment strategy. For a building B we determine

415415



(a) (b)

(c) (d)

Figure 4. (a) LIDAR data colored based on height; (b) Clutter (blue) vs. nonclutter (green) segmentation for nonground points (black
regions correspond to ground); (c) Roof regions colored with a random color for each individual segment. (d) Boundaries found with the
ball pivoting algorithm.

the 2D boundary of all the points within the building region,
using again on the ball-pivoting algorithm.

We use the method from [11] to determine the domi-
nant orientation of the boundary of the building B by find-
ing the orientation angle α that corresponds to a rectilinear
contour approximation with the minimum number of ver-
tices. While the rectilinear fit is a good approximation for
many structures, for others (example a circular or triangular
shaped) building it would results in too many jagged ap-
proximations of the contour leading to false vertical lines.

Let {q1, . . . , qn} the knot-points defining to the rectilin-
ear approximation for B. We find the longest edge in the

rectilinear approximation (typically being the longest edge
of a building) and we start verifying whether the rectilin-
ear is a good approximation or not. When the rectilinear
contour changes orientation within a small distance it is an
indication that the rectilinear fit is inaccurate. We remove
the knot-points corresponding to these contour regions and
approximate the contour using straight lines in order to min-
imize the distance to the original contour. The final knot-
points for the contour are extruded to the ground. They cor-
respond to vertical façades that are inferred from the out-
line without any support from the LIDAR points in these
regions.
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The original region outlines correspond to discontinu-
ities in the surface orientation between regions. Starting
from the exterior approximation of the building we are trac-
ing the interior regions to obtain roof outlines that are ex-
truded to the ground to obtain watertight models. The ver-
tices in the approximated interior region contours corre-
spond to two types of discontinuities: (i) discontinuities in
the façade orientation when they are on the exterior bound-
ary of a building; (ii) discontinuities in the roof orientations
in the case of vertices within the interior of a building. In
Fig. 2 we show the buildings with the vertical lines and hor-
izontal roofs labeled with different colors.

4. Image to LIDAR Matching
We use rendering to account for the different perspec-

tives views between the ground-based query images and the
reference 3D models (and the associated building outlines
features). At any given location selected for rendering we
render a number of views of the 3D models and features
covering 360◦ field of view. For each rendered view we
store the depth-map and the projected corners and lines of
building outlines (see Fig. 3(b) for an example of a render-
ing from a ground location). We comprehensively cover the
area of interest (AOI) using rendering at sampled locations.
Rendering is optimized to provide comprehensive coverage
while minimizing the number of rendering locations.

We employ two strategies for minimizing the numbers of
renderings required to cover an area of interest (AOI). The
first method, relies on the building 2D layout to mask out lo-
cations where rendering should not be performed. The sec-
ond strategy uses road networks constraints, available from
open sources such as OpenStreetMap. The rendered data is
stored in a database. As illustrated in Fig. 3, the building
outlines (sketch) offer stable and robust features to match
against similar features that can be extracted in a query 2D
image.

To perform geotagging we associate for each query to
rendering ωj match a cost (negative log-likelihood) L(ωj).
Due to inherent different viewpoints between the query and
the available rendered data, we cannot perform a direct
matching of the lines using Chamfer matching, for instance.
In addition, errors in the 3D feature extraction caused by in-
correct building classification, inaccurate boundary extrac-
tion (especially for the vertical façade features) must be ac-
counted for during matching.

We have used the Histogram of Gradients (HoG) descrip-
tor computed at a corner locations to characterize the con-
figuration of lines in the query and reference images and
generate putative correspondences between the query and
the rendered reference image. By construction, a corner
corresponds to at least two different orientations of adjoin-
ing lines.

For each query descriptor f qi , i = 1, . . . , N we compute

the closest M reference descriptors frj1 , . . .f
r
jM . Let xr,wi

denote the 3D location of the feature fri in world coordi-
nates. The world coordinate system we used has the x axis
pointing towards East, z pointing towards North and y go-
ing down.

Let Rwc and T c the rotation and translation corre-
sponding to the rendering extrinsic parameters. Rwc =
Rz(−θroll)Rx(−θpitch)Ry(−θheading). We map all the reference
features for the rendering into the camera coordinate (cor-
responding to the rendering location) to obtain the location
xr,ci for a feature fri . The geometric relationship between a
feature 2D locationmq and a putative 3D reference feature
location xr,c is[

mq

1

]
∼ KδR[I3,−δT ]xr,c (3)

where K is the matrix of the intrinsic parameters for the
query and ∼ denotes equality up to a scale factor. Let θ
denote the seven unknowns (six for the extrinsics and one
for the focal length) in (3).

Given a candidate θ the matching cost measure is

L(ω|θ) =
N∑
i=1

min

(
min

k=1,...,M
(‖mq

i − h
r
jk
‖2, d2max

)
(4)

where hr denotes the projection of a 3D location xr, c into
the query image using (3) and d2max is a threshold to limit
the influence of outliers. Other robust cost measures could
be used as well. The matching cost of the query against a
rendering ω is

L(ω) = min
θ

(L(ω|θ)) (5)

In order to evaluate (5) efficiently we need to restrict the
number of samples θ that are required. This can be achieved
by (i) reducing the dimensionality of the unknown param-
eters in θ and (ii) by using a data-driven approach based
on generating RANSAC samples from the set of putative
correspondences. In the first case we notice that for many
query images the EXIF tag information can provide infor-
mation about the field of view of the camera. We have also
assumed that queries are sampled from the ground (hence
only Tx and Tz must be sampled.. The roll of the camera
can be accounted for in many urban queries using the build-
ing outlines. The pitch range of the camera used to take
most pictures is also limited. We have used both (i) and (ii)
methods to increase the matching speed in evaluating (5).

5. Experiments
In order to evaluate our image to LIDAR matching ap-

proach we performed experiments using a LIDAR geo-
referenced dataset covering 5 km2 area containing urban,
semi-urban and rural terrain characteristics. We rendered
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(a)

(b)

(c)

Figure 5. (a) Query image; (b) Annotated image with corners and
roof outlines and buildings seams; (c) example of matching the
outlines in (b) against rendered roofs and buildings seams com-
puted from LIDAR.

at sampled locations along a road network resulting in over
250,000 rendering locations.

For the experiments presented here, we employed 14 im-
ages selected randomly within the area covered with LI-
DAR data. The images were collected with a camera hav-

Figure 6. Examples of the query images used in our experiments.

Table 1. Performance evaluation with respect to the ground truth
for the query dataset

Query No. Geotagging Error (m) Rank
q1 8.0 1
q2 4.0 3
q3 4.0 6
q4 40.0 9
q5 8.0 11
q6 7.0 20
q7 30.0 32
q8 3.0 27
q9 14.0 156
q10 n/a > 200
q11 n/a > 200
q12 n/a > 200
q13 n/a > 200
q14 n/a > 200

ing a GPS to allow the acquisition of the image location
for performance evaluation. A few query images from our
experiments are shown in Fig. 6.

We have evaluated the matching performance by sort-
ing the query to reference match measure (5) in increasing
order of the cost. The ground error between the query lo-
cation and the corresponding closest ground-truth rendering
together with the rank of the closest rendered image within
the sorted list are shown in Table 5. On average we achieved
57% detection in the top 50 matches with average geoloca-
tion error of 13 m. The execution time for each query was
2.7 hours using an eight-core CPU. We didn’t record the
location performance for those queries that didn’t have the
ground truth location within the top 200 location candidates.

In Fig. 7 and Fig. 8 we illustrate the accuracy of the best
pose estimates at the best match location. Notice the pre-
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cise alignment of the query with the 3D models. Note the
accuracy of the estimated pose using the overlay with the
3D models extracted from LIDAR.

The failures were generally caused by incorrect build-
ing outline extraction that lead to a large number of outlier
building corners to be matched against the query. See 9 for
an example of a failed query.

6. Conclusions

We have shown a novel image to LIDAR matching algo-
rithm for urban environments that can handle very different
viewpoints between the query (ground-based) and reference
data (aerial-based) as well as different modalities. The ap-
proach is based on automatically extracting robust features
from LIDAR based on building outlines that can be matched
against annotated building outlines in the query image. The
experiments presented shown promising results on a high-
resolution LIDAR dataset.
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